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A Monte Carlo Simulation Framework with Ground Truth Oracle for
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Abstract: The application of supervised machine learning to 5G network
synchronization is fundamentally hampered by the absence of ground truth labels in
operational environments: when two timing sources disagree, no local observer can
unambiguously determine which is correct—a constraint known as the two-clock
problem. This paper presents a comprehensive Monte Carlo simulation framework
that resolves this through a synthetic ground truth oracle with complete access to
hidden state variables. The framework generates physically realistic timing signals
using Gamma-distributed packet delay variation (PDV) with AR (1) temporal
correlation, five-level power-law oscillator noise matching TCXO and Rubidium
specifications, configurable path asymmetry, and Bernoulli packet loss. The oracle
produces automatically labeled, class-balanced training datasets by minimizing a
composite loss function that balances instantaneous accuracy against source stability.
Validation against an operational 5G transport network equipped with Viavi MTS-
5800 timing analyzers demonstrates statistical equivalence between simulated and
measured PDV distributions via Kolmogorov-Smirnov testing. Three independent
field scenarios confirm 100% classification agreement between simulation-trained
models and expert assessments, including correct handling of out-of-distribution
anomalies at +500c deviation from the training distribution. The framework
addresses the critical data availability gap impeding ML adoption in timing systems
and enables reproducible benchmarking of synchronization algorithms.
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1. Introduction

Machine learning techniques have demonstrated
significant potential for improving time synchronization in
fifth-generation mobile networks, addressing the well-
documented limitations of deterministic algorithms such
as the Best Master Clock Algorithm (BMCA) of IEEE
1588 [1, 2]. Recent work has shown that data-driven
approaches can detect anomalies invisible to attribute-
based selection, predict oscillator drift for extended
holdover, and adapt to varying network conditions without
manual per-site tuning [3]. However, a fundamental
obstacle impedes ML adoption in this domain: the absence
of ground truth labels in operational environments.

This problem, known in metrology as the two-clock
problem [4], arises from the physical impossibility of
determining absolute truth at a network node. When a
Telecom Boundary Clock (T-BC) observes disagreeing
timing sources—for example, GNSS reporting one phase
and PTP reporting another—no local instrument can

© The Author(s). Published by CIEES
Association Press. This work is licensed
under a Creative Commons Attribution-NonCommercial-
NoDerivs 4.0 Generic License.
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determine which source is correct. If GNSS drifts 200 ns
from PTP, the observation is ambiguous: GNSS may be
experiencing spoofing, PTP may suffer from path
asymmetry, both sources may be degraded by different
mechanisms, or even the measurement apparatus itself
may introduce systematic error. In supervised learning
terms, the label that associates each observation with the
optimal source selection is inherently unavailable.

Previous approaches to this problem have relied on
expert-annotated field data. Experienced synchronization
engineers examine timing traces and classify intervals as
“GNSS-preferred,” “PTP-preferred,” or “holdover-
required.” This methodology suffers from three
limitations: subjectivity (different engineers may reach
different  conclusions, particularly in  boundary
conditions), cost (synchronization expertise is scarce and
expensive, requiring analysis time proportional to the data
volume), and scalability (ML models require millions of
training examples across the full operational parameter
space—normal conditions, various PDV profiles, spoofing
scenarios, holdover events—which expert annotation
cannot provide) [5].

This paper presents sync sim.py, a Monte Carlo
simulation framework that resolves the ground truth
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problem by moving the labeling process from the physical
world (where truth is unknowable) to a synthetic
environment (where truth is knowable by construction).
The contributions are: (1) a stochastic signal generation
model combining Gamma-distributed PDV with AR(1)
temporal correlation, five-level power-law oscillator
noise, configurable path asymmetry, and Bernoulli packet
loss; (2) a ground truth oracle generating automatically
labeled, balanced datasets via composite loss minimization
L i(t) = [E_i(t) + MAo_i(t); (3) a field validation
methodology demonstrating statistical equivalence and
100% classification agreement; (4) a reproducible
benchmarking framework for synchronization algorithms.
The remainder is organized as follows: Section Il reviews
related work; Section 11l formalizes the ground truth
problem; Section IV presents the framework architecture;
Section V describes field validation; Section VI provides
analysis and discussion; Section VII concludes.

2. Related work and comparison

Existing simulation tools address PTP protocol
mechanics but lack ML-specific capabilities. The ns-3 PTP
module provides protocol-level simulation but uses trace-
based or Gaussian PDV without heavy-tailed modeling
[6]. OMNeT++ INET implements IEEE 1588 packet
exchange but assumes symmetric Gaussian delay [3].
MATLAB’s timing toolbox provides Allan deviation
analysis but lacks oracle-based labeling for supervised
learning. None of these frameworks generate
automatically labeled training data—the fundamental
capability sync_sim.py provides.

The key differentiators of sync_sim.py are: (1)
physically realistic Gamma PDV with AR(1) temporal
correlation, validated against field measurements via
Kolmogorov-Smirnov testing; (2) a ground truth oracle
that produces automatically labeled, class-balanced
datasets through composite loss minimization; (3)
configurable anomaly injection including spoofing
scenarios absent from all existing frameworks; and (4)
field-calibrated parameters enabling sim-to-real transfer.

3. The ground truth problem

In a typical 5G transport network, a T-BC receives
timing information from multiple sources through
different mechanisms: GNSS via antenna and receiver
(providing absolute UTC traceability), PTP via the packet
network (conveying timing from a grandmaster through
the IP/MPLS infrastructure), and SyncE via the physical
layer (providing frequency reference through Ethernet
synchronous line coding). The node’s fundamental task is
to select the best available source at each moment—a
function traditionally handled by BMCA based on
declared PTP  Announce attributes (clockClass,
clockAccuracy, offsetScaledLogVariance, priority) [6].

For ML-based approaches, supervised learning
requires labeled tuples of (feature_vector, optimal_source)
collected over diverse operating conditions: nominal,
high-PDV, GNSS outage, spoofing, holdover, and
recovery. In an operational network, the label—which
source is truly optimal at time t—is inherently unknown.
This creates a chicken-and-egg problem: labeled data is

needed to train a model, but a model (or an oracle with
complete state knowledge) is needed to produce the labels.

The simulation framework resolves this by creating a
controlled synthetic environment where absolute truth is
known by construction. Every timing signal is generated
from a mathematical model whose parameters are fully
specified and observable. The simulator maintains the
hidden true phase of each source relative to ideal UTC—
information that is physically impossible to obtain in
operational networks but trivially available in simulation.
This hidden state enables the oracle to compute exact error
metrics and produce training labels that are objectively
optimal, not subjectively assessed.

4. Framework architecture

The framework (Fig. 1) comprises four interoperating
modules: signal generators (GNSS, PTP, local oscillator),
a PDV engine, an event injector, and the ground truth
oracle. All modules operate in discrete time with step At =
1 s, corresponding to one PTP Sync message exchange
cycle. The modular design enables independent
replacement or calibration of any component without
affecting others.

A. Oscillator Noise Model.

Local oscillators are modeled as first-order
autoregressive processes with power-law noise injection at
five spectral levels following the Allan deviation
categorization established in ITU-T G.810: white phase
modulation (a=2), flicker PM (0=1), white frequency
modulation (a=0), flicker FM (0=—1), and random walk
FM (0=—2). The discrete-time evolution follows:

x(t) = x(t — 1) + dgyifr + noisey,, (1)

where dg,i¢ is the deterministic frequency offset and
noise,,, is the random walk component drawn from the
power-law spectrum [7]. Two oscillator classes are
parameterized from manufacturer datasheets: TCXO (
+50 ppb stability) and Rubidium ( +0.05 ppb). This dual-
class model enables systematic sensitivity analysis—
quantifying how algorithm performance degrades as a
function of hardware quality.

[

SIGNAL GENERATORS PDV Engine | EVENT INJECTOR
I'(a,p) “V| * Holdover
GNSS PTP Osc. (TCXO/Rb)
I | | [0sc.(roxormy) | s a -
« Congestion
Hidden: E,(t)l | Pkt Loss ‘49(h

GROUND TRUTH ORACLE
Y(t) = argmin{ |E;| + A-0; }
Class Balance: 33% / 33% / 33%

ML TRAINING DATASET
(feature_vector, optimal_source)

Fig. 1. Architecture of the sync_sim.py Monte Carlo framework
showing four modules: signal generators, PDV engine, event injector,
and ground truth oracle with hidden state access.

The temperature sensitivity of TCXO oscillators
introduces a characteristic diurnal drift pattern: as ambient
temperature varies by 10-15°C over a 24-hour cycle, the
frequency offset traces a quasi-sinusoidal curve with
amplitude proportional to the temperature coefficient. The
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simulator captures this through a configurable temperature
profile overlaid on the stochastic noise components,
enabling realistic long-duration holdover simulations that
reflect field-observed behavior.

B. PDV Engine.

Network-induced delay variation is the primary
impairment in PTP-based synchronization [4]. The PDV
engine models four distinct physical mechanisms:

1) Gamma-Distributed Base Noise: The instantaneous
one-way delay follows I'(o,B), naturally capturing the
positive-valued, right-skewed delay profile of loaded
IP/IMPLS networks. The choice of Gamma distribution
over Gaussian is motivated by physical observation:
network delay has a bounded minimum (propagation delay
+ serialization latency, determined by fiber length and line
rate) but an unbounded maximum (queuing delay during
congestion bursts can grow to arbitrary values), producing
fundamentally non-Gaussian distributions [4, 8]. The
shape parameter o controls tail heaviness: a=0.5 produces
extreme heavy-tailed conditions with frequent outliers
reaching 2-3 ps (mimicking cross-traffic bursts from video
streaming or large file transfers); a=5 produces mild,
laboratory-like conditions. The scale parameter 3 controls
the overall delay magnitude.

2) AR (1) Temporal Correlation: Network congestion
is not memoryless—if delay is high at time t, it is likely to
remain high at t+1 due to queue occupancy persistence.
This is modeled as d(t) =p:-dt—-1)+1—-p):
n(t), wheren(t) ~ I'(a, B). Withp = 0.95,  congestion
events persist for tens of seconds (modeling video
streaming bursts); with p = 0, delays are sporadic and
uncorrelated (modeling loT traffic patterns).

3) Path Asymmetry: PTP assumes symmetric forward
and reverse paths [9]. In practice, asymmetry arises from
fiber length differences (static € asym) and route failover
events (dynamic, producing sudden phase steps). The
measured offset becomes: Offset_meas(t) = Offset_true(t)
+ ¢_asym + Filter(d_PDV(t)).

4) Packet Loss: A Bernoulli process with load-
dependent probability models UDP packet loss. Lost PTP
Sync/Delay_Resp messages reduce the effective servo
update rate, causing the local oscillator to accumulate drift
during gaps—a factor particularly critical during holdover
onset analysis.

C. Event Injector.

Three types of anomalous conditions are
systematically injected to create training data covering the
full operational parameter space:

Holdover (GNSS loss): Complete GNSS signal
removal forces the system onto PTP or free-running
oscillator. Cumulative error follows:

Xholdover (t) =

t t
Xlocked (tloss) + ftloss D (T)d‘[ + ftloss ﬂ(T)d (2)

Where D(t) represents linear drift and mn(t) the
stochastic noise component. The integration of both terms

produces the characteristic parabolic error growth
observed in real holdover events.

GNSS Spoofing: A controlled ramp
Xspoof (t) = Xnominal (t) +4- (t - tstart) with

configurable drift gradient A (e.g., 100 ns/s) is added to the
GNSS channel. Critically, the receiver remains “locked”
with nominal clockClass 6 and antenna status “OK,”
making the attack invisible to any attribute-based
detection. Only statistical analysis of the timing signal can
detect such attacks.

Congestion Burst: PDV parameters temporarily shift (
a— o/10, 3 — B/2) during configurable intervals.

D. Ground Truth Oracle.

The oracle accesses the hidden true error E;(t) =
0;(t) — T,f(t) for each source i. The training label is
generated by minimizing a composite loss function:

Y (t) = argmin {L;(t)
= argmin{|E;(t)| + A - 0;(t)} 3)

The loss L;(t) balances two competing objectives:
instantaneous accuracy (the absolute error |E;|) and signal
stability (the standard deviation o; computed over a
trailing window). The coefficient A controls the trade-off:
higher A penalizes high-variance sources more strongly,
encoding the operational preference for a slightly biased
but stable source over an instantaneously accurate but
noisy one [10]. This preference reflects a deep domain
insight: in synchronization networks, stability is often
more important than accuracy because servo loops can
track slow offsets but are destabilized by rapid
fluctuations.

Oracle Sensitivity to A. The stability-accuracy trade-off
parameter was systematically evaluated across the range
[0,2]. Results demonstrate robust classifier performance
for A € [0.3,1.5]. Specifically, setting A = 0.0 yields an
accuracy-only model with high switching frequency (
F1 = 0.82), while 4 = 0.3 introduces a mild stability
preference ( F1 = 0.91). The default value of A = 0.5
maximizes performance with an F1 score of 0.94 and an
optimal spoofing detection latency of 250 s. Increasing A
to 1.0 results in stronger stability but slightly slower
response ( F1 = 0.93), whereas an over-conservative
setting of A = 2.0 causes the F1 score to drop to 0.87 due
to missed transient faults. The narrow sensitivity range ( <
0.03 F1 variation over [0.3,1.5]) confirms that the
framework is not critically dependent on precise A tuning.

E. Class Balancing Strategy.

Under nominal network conditions, GNSS is the best
source in approximately 95% of time steps. This creates
severe class imbalance, leading to degenerate classifiers
that exhibit the accuracy paradox—a model that always
predicts GNSS achieves 95% accuracy but is operationally
useless because it fails precisely when needed most
(during GNSS degradation).

To resolve this, the event injector cooperates with the
oracle to produce balanced data by systematically varying
anomaly timing, severity, and duration across Monte Carlo
runs. Specifically, across N = 1000 runs with uniformly




T Eé‘}lgé’gl of " \olumes, Issue 1, 2025

10.48149/jciees.2025.5.1.1

varied spoofing onset times ( 500 — 2000 s), holdover
durations ( 300 — 1200 s), and PDV severity levels
( a €[0.3,5.0]), the aggregated dataset yields a near-
perfect balance composed of 34.1% GNSS-preferred,
33.2% PTP-preferred, and 32.7% Holdover-required
labels [11]. This balanced distribution eliminates the
accuracy paradox, ensuring the classifier is exposed to
sufficient examples of each operating mode during
training.

5. Field validation

The simulation framework is validated against field
data from an operational 5G transport network. The
validation methodology addresses two questions: (1) Does
the simulator produce statistically realistic timing data? (2)
Does a model trained on simulated data classify real-world
scenarios correctly? The measurement infrastructure
comprises: Viavi MTS-5800 timing analyzers deployed at
multiple T-BC nodes across urban (high-traffic) and rural
(low-traffic) network segments, providing traceable TE
and PDV  measurements;  Raspberry  Pi-based
measurement probes capturing full PTP telemetry at 1 Hz
resolution; and a radio-relay test link operating at 8 GHz
and 18 GHz frequencies, providing controlled propagation
conditions with known Fresnel zone characteristics for
laboratory-grade reference measurements.

A. PDV Distribution Validation.

Field-measured PDV histograms from loaded backhaul
links were compared against simulation outputs using the
Kolmogorov-Smirnov (K-S) goodness-of-fit test [12]. The
Gamma distribution parameters (a, ) were calibrated by
minimizing the K-S distance between simulated and
measured cumulative distribution functions. Statistical
equivalence was confirmed ( p > 0.05), validating the
choice of I'(a, B) as the base noise model. The calibrated
parameters were used for all subsequent simulation
experiments. Specifically, the K-S statistic D was 0.034 (
p = 0.41) for urban backhaul, 0.028 ( p = 0.58) for
rural aggregation, and 0.041 ( p = 0.22) for the metro
core segment—all well above the p = 0.05 rejection
threshold, confirming that the Gamma model with field-
calibrated parameters produces statistically
indistinguishable delay distributions across diverse
network topologies and traffic conditions (Fig. 2).

3500}
3000
2500}

= 2000}

3
o

O 1500

1000}

500

0 10 20

0
Packet Delay Variation (ns)

-20 -10

Fig. 2. PDV histogram: field-calibrated Gamma distribution overlaid on
measured delay variation profile from the operational 5G network.

The calibration procedure follows a two-stage
approach: first, maximum likelihood estimation fits I'(a, B)
parameters to each network segment independently;
second, the AR(1) correlation coefficient p is estimated
from the autocorrelation function of consecutive delay
samples. This systematic calibration ensures that both the
marginal distribution shape and the temporal dependency
structure of real network PDV are accurately reproduced
in simulation.

B. Classification Validation.

Three field scenarios, representing distinct operational
conditions, were evaluated against the simulation-trained
classifier (Table 1).

Table 1. Field Validation: Expert Assessment vs. Simulation-
Trained AMSA Classifier

Scenario Source Key Metric Expert AMSA Match

(P
Critical GNSS TE=442,513 Reject 0.0001 v
failure ns
Ideal PTP L3 Mean Accept  0.985 v
reference TE=2.3ns
Boundary Ethernet TE=100ns Marginal 0.72 V4
condition

Scenario 1 — Critical GNSS Failure: The maximum
TE of 442,513 ns exceeds the training range ( 0 — 5,000
ns) by approximately 100x. Despite this extreme out-of-
distribution input, the classifier correctly assigned near-
zerotrust (P =~ 0.0001). The Z-score normalization maps
this value to +5000, placing it in the unambiguous
rejection zone of all decision trees in the Random Forest
ensemble (Fig. 3). This demonstrates that the framework’s
normalization strategy provides inherent out-of-
distribution robustness—the model does not need to have
been trained on catastrophic failure values to correctly
classify them.

2500

PDV Packet

2000 —— POV/Phase noise

Phase deviation (ns)

1000 1500

Time (s)

2000 25¢

Fig. 3. Time error during critical GNSS failure showing 442 ps
deviation, indicating complete loss of phase lock (field measurement
from operational network).

Scenario 2 — Ideal PTP Reference: Mean TE = 2.3 ns
with Max TE = 85.1 ns. The classifier assigned confidence
P = 0.985, correctly identifying this as a high-quality
reference. Importantly, the model avoided
hypersensitivity—it did not falsely reject the PTP source
despite the inherent PDV (36 ns measured), interpreting
the low delay variation as a stability indicator rather than a
noise source (Fig. 4).

By distinguishing between benign jitter and actual
signal degradation, the algorithm maintains a high degree

10
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of service continuity without triggering unnecessary
switching events. This robustness ensures that the
synchronization chain remains locked to the most precise
available reference even under nominal network load,
preventing the accumulation of phase errors that typically
result from frequent source re-selection. Such behavior
confirms the model's ability to effectively filter out
harmless measurement noise while prioritizing long-term
phase alignment.

0 GNSS Outage (Holdover Mode)
—— Time Error

~100000
~200000

~-300000

~400000

Error (ns)

ime

~500000

T

-600000

~700000

1000 1500

Time (s)

2000 2500 300

Fig. 4. Phase deviations and PDV characteristics at network boundary
condition showing high-frequency variations within the specification
limit (field measurement).

Scenario 3 — Boundary Condition: TE = 100 ns,
exactly at the PRTC-B specification limit of £100 ns. This
is the most informationally rich test case. The classifier’s
confidence of P = 0.72 reflects appropriate uncertainty
at the specification boundary. The source is accepted but
ranked below higher-confidence alternatives, enabling
context-dependent selection: preferred when no better
option exists, replaced when a higher-confidence source
becomes available. This behavior mirrors expert operator
reasoning under ambiguous conditions.

Unlike deterministic logic, which would treat 99 ns and
101 ns as binary opposites (Pass/Fail), the model’s
probabilistic output provides a "soft" classification that
accounts for measurement noise and potential sensor
inaccuracies. This nuanced evaluation prevents the system
from making aggressive, unnecessary switches when a
source is hovering near the limit, thereby reducing phase
transients and improving overall network stability. By
quantifying uncertainty in this manner, the framework
ensures that the timing chain remains resilient even when
primary references exhibit marginal performance that falls
within the grey area of international standards.

6. Discussion

A. Advantages of the Simulation Approach.

The framework transforms the synchronization ML
problem from incomplete observability (where truth is
physically unknowable) to controlled supervised learning
(where truth is mathematically defined). The key
advantages are: unlimited labeled data generation enabling
millions of training examples across the full parameter
space; systematic exploration of rare events (spoofing
attacks, extended holdover, cascading failures) that occur
infrequently in operational networks and would require
years of passive data collection; reproducible
benchmarking enabling fair, controlled comparison across
competing algorithms; and encoding of domain expertise
in the oracle’s composite loss function, converting

subjective engineering judgment into a mathematically
precise optimization criterion.

The methodological contribution extends beyond the
specific models: by transforming a problem of incomplete
observability into controlled supervised learning via
simulation, the framework establishes a principled
approach for ML-based telecom optimization wherever
ground truth is unavailable. During training, the oracle
provides labels encoding objectively optimal decisions.
During deployment, the trained model reconstructs these
decisions from noisy observed features alone—the
effectiveness of this reconstruction being the primary
metric validated through field experiments.

B. The Sim-to-Real Transfer Gap.

The principal limitation of any simulation-based
training approach is the sim-to-real transfer gap. While
Gamma-distributed PDV with AR (1) temporal correlation
closely models the statistical characteristics of observed
network traffic, it cannot capture all correlations present in
production  environments: diurnal load patterns
(morning/evening peaks), planned maintenance events
creating temporary topology changes, multi-path routing
changes under MPLS traffic engineering, and correlated
failures across shared fiber routes. The 100% agreement
across three field scenarios is encouraging but represents a
limited validation sample from a single operator’s
network. The modular framework design facilitates
progressive refinement: additional field campaigns can
calibrate parameters for different network architectures,
traffic profiles, and geographical deployments.

C. Reproducibility and Benchmarking.

A critical contribution beyond the specific models is
the establishment of a reproducible benchmarking
methodology. The complete sync_sim.py framework is
structured for community reproducibility via JSON
configuration files that specify all simulation parameters:
random seeds, PDV distribution parameters (o, f3,p),
oscillator noise profiles, scenario definitions, and trained
model hyperparameters. This enables independent
verification of reported results and provides a common
evaluation platform for future synchronization algorithms
under identical conditions. By addressing the current lack
of standardized evaluation in the field, the framework
ensures transparency and facilitates direct comparison
between different research developments.

7. Conclusion

This paper presented a Monte Carlo simulation
framework resolving the fundamental ground truth
problem for ML-based synchronization in 5G networks.
The oracle generates balanced, labeled training data using
Gamma-distributed PDV, AR (1) temporal correlation,
five-level power-law oscillator noise, and configurable
anomaly injection. Field validation against an operational
5G transport network equipped with Viavi MTS-5800
analyzers confirms statistical equivalence (Kolmogorov-
Smirnov test, p > 0.05) and 100% classification
agreement across three scenarios, including +5000 out-
of-distribution  robustness  demonstrating  inherent
generalization capability.

11
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Beyond the technical validation, this framework
addresses the "data scarcity” bottleneck that has
historically hindered the transition from deterministic to
Al-driven synchronization. By providing a high-fidelity
synthetic environment where absolute truth is observable,
sync_sim.py enables the training of robust models capable
of handling complex edge cases—such as covert spoofing
and non-Gaussian  congestion—which are nearly
impossible to capture in live production logs. This
approach not only reduces the cost and subjectivity
associated with expert-led data annotation but also
provides a scalable foundation for auditing and
benchmarking synchronization logic before it is deployed
in live 5G and 6G environments.

The A sensitivity analysis (Section IV-D) confirmed
that the oracle produces robust training labels across A €
[0.3, 1.5] with <0.03 F1 variation, eliminating concerns
about critical parameter dependence. The class balancing
strategy achieved near-perfect 34/33/33% distribution
across N=1000 Monte Carlo runs, resolving the accuracy
paradox inherent in GNSS-dominated operational data.

Future work will expand validation through multi-
operator measurement campaigns across diverse network
architectures, investigate continuous parameter calibration
using online field data to reduce the sim-to-real gap, and
explore transfer learning techniques enabling models
trained on one network’s simulation to generalize across
heterogeneous deployments. Ultimately, this framework
serves as a critical bridge between theoretical ML research
and the stringent reliability requirements of next-
generation telecommunications infrastructure.
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Abstract: Federated learning enables collaborative model training without data
centralization but remains vulnerable to information leakage, model manipulation,
and aggregation attacks. This narrative review analyses security challenges through
the confidentiality, integrity, and availability (CIA) triad, covering architectures,
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threat models, and privacy-preserving techniques. Differential privacy and secure
multi-party computation are briefly noted, while homomorphic encryption is
emphasized as the primary cryptographic solution. Security guarantees and
performance trade-offs are assessed, identifying homomorphic encryption as a
practical approach for strong confidentiality with minimal accuracy loss. The review
provides a design-oriented synthesis of current research and forms the conceptual
basis for a complementary PRISMA-based systematic review presented in the second

part of this study.

Keywords: homomorphic encryption, network security, federated learning, narrative

review.

1. Introduction

Interest in homomorphic encryption (HE) grew
significantly between 2020 and 2025, both in scientific
literature and in industrial applications, especially in the
context of federated machine learning. Market analyses
by Dimension Market Research [1] show steady growth
in the economic value of technologies and solutions
based on HE (Figure 1). The global market for HE —
including software, services, and solutions that use this
technology — is estimated at approximately $217 million
in 2025, with forecasts reaching approximately $445
million by 2034, at an average annual growth rate of
approximately 8-9%. The main drivers of this growth are
sectors with high security and regulatory compliance
requirements, such as financial services, healthcare, and
public administration, where HE allows for simultaneous
compliance with regulations and extraction of value from
data.

The rapid expansion of data generation and artificial
intelligence applications [2] has intensified privacy
requirements [3, 4]. Regulations such as the GDPR,
HIPAA and national cybersecurity laws increasingly
restrict centralized processing of sensitive data. Gartner
reports that by the end of 2024 approximately 75% of the
global population is covered by modern data protection
regulations, compared to less than 10% in 2010 [5].

Combined with the growing frequency of
cyberattacks and data breaches [6], these constraints have
resulted in isolated “information islands,” making
centralized model training increasingly impractical.

© The Author(s). Published by CIEES
Association Press. This work is licensed
under a Creative Commons Attribution-NonCommercial-
NoDerivs 4.0 Generic License.

() OC)

o MC MO

Federated learning (FL) addresses this challenge by
enabling collaborative training over distributed data
without direct data sharing [7, 8], with the global market
estimated at $120-150 million in 2023 and projected
annual growth of around 10% [9].
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Fig 1. Homomorphic encryption market evaluation.

However, federated learning does not provide
inherent security guarantees. Prior work shows that
model updates may leak sensitive information [10, 11],
while the central aggregator and communication channels
remain vulnerable to manipulation and model poisoning
attacks [12]. These limitations motivate the integration of
cryptographic protection mechanisms, with HE emerging
as a promising approach for secure aggregation over
encrypted model updates.

2. Federated learning:
learning process

FL is a machine learning paradigm [13] in which
multiple distributed clients collaboratively train a shared
global model through local computation and periodic
exchange of model updates [14]. The aggregation is

architecture  and
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performed by a central server, which combines client
updates without direct access to raw training data.

Instead of sharing primary data, clients transmit
model parameters or gradients to the server, which
aggregates them and redistributes the updated global
model [15, 16, 17, 18]. This design reduces data exposure
by limiting communication to model updates rather than
raw data.

The concept of FL was first formalized by Google
researchers [8], who introduced the Federated Averaging
(FedAvg) algorithm. FedAvg combines local stochastic
gradient descent (SGD) on each client [19] with
centralized parameter averaging, forming the basis of
most contemporary federated learning frameworks.

2.1.Roles

In the classical FL architecture [8], two primary roles
are defined: clients and a central server (aggregator).
Clients, such as mobile devices, loT sensors, or
institutions, maintain local datasets and perform training
on locally stored data using the current global model
received from the server [20]. After local optimization,
clients transmit their updated model parameters back to
the aggregator [20].

The central server coordinates the training process by
selecting participating clients, distributing the global
model, and aggregating the received updates into a single
global model [21]. This aggregation step forms the core
mechanism enabling collaborative learning without direct
data sharing.

2.2.Learning cycle

The FedAvg algorithm operates in synchronous
communication rounds [8]. At each round, the central
server selects a subset of available clients and distributes
the current global model parameters to them. The selected
clients perform local training using SGD over multiple
local epochs on their private datasets.

After local computation, clients transmit their model
updates to the server, which constructs a new global
model through weighted averaging, where each client’s
contribution is proportional to the size of its local dataset.
This iterative process results in a global model trained on
the collective knowledge of all participants without
requiring raw data to leave local devices.

2.3. Architecture

Depending on the scale, participant characteristics,
and available infrastructure, FL can be implemented
using different architectural models. The most common
are  cross-device,  cross-silo, and hierarchical
architectures, each characterized by distinct assumptions,
advantages, and limitations.

Cross-device FL represents the earliest and most
widely adopted deployment scenario, initially introduced
by Google [8]. It involves a large population of end
devices, such as smartphones, loT sensors, and wearables
[22], typically ranging from hundreds to thousands of
clients [21]. These devices operate under limited
computational and energy resources and often experience
unstable network connectivity [23], resulting in dynamic

client participation and partial involvement in each
training round.

Cross-silo FL involves a limited number of well-
resourced organizations, such as hospitals, financial
institutions, or educational entities [24]. Compared to
cross-device settings, cross-silo environments benefit
from reliable communication infrastructure and
substantial computational resources [25], as well as larger
and more structured datasets, enabling higher training
efficiency and accuracy [26]. As a result, cross-silo FL is
expected to achieve performance comparable to
centralized or non-encrypted FL while prioritizing strong
confidentiality guarantees [27].

Hierarchical FL extends the standard paradigm to
improve scalability and efficiency in large-scale and

heterogeneous environments, particularly in loT
ecosystems [28, 29]. Training is organized across
multiple levels—typically involving end devices,

intermediate edge servers, and a central aggregator—
where edge servers perform local aggregation before
forwarding updates to the central server [30]. This multi-
tier architecture reduces communication overhead, lowers
latency, and improves resource utilization, while
enhancing privacy by keeping data within local domains
[29, 31, 32].

3. Security threats in federated learning
networks
The CIA triad, confidentiality, integrity, and

availability, provides a fundamental framework for
analysing security vulnerabilities in FL. Confidentiality
risks arise when gradients or model parameters are
exchanged in plaintext, enabling inference of sensitive
local data. Integrity can be compromised by malicious
participants submitting poisoned updates to manipulate
training or embed unintended model behavior.
Availability, interpreted as the correct aggregation of
global model formation, may be threatened by a
malicious aggregator or by manipulation of the
aggregation process. Together, these dimensions define
the primary security threat categories in FL.

3.1. Confidentiality

The primary privacy threat in FL arises from
transmitting client updates in plaintext. Although raw
data remain local, prior studies demonstrate that sensitive
information—including detailed attributes or full
reconstructions of training samples — can be inferred from
shared gradients [10, 33]. This gradient-based privacy
leakage represents a fundamental limitation of standard
FL protocols and motivates the integration of additional
cryptographic protection mechanisms.

Attacks exploiting gradient leakage in FL include
DLG, which reconstructs original training samples by
optimizing against observed gradients [10]; membership
inference attacks, which determine whether specific
records were included in a client’s training data [33, 34];
and property inference attacks, which extract statistical or
semantic attributes unrelated to the target task [11].
Additional threats include generative adversarial network
(GAN)-based reconstruction attacks, in which an active
participant generates synthetic samples resembling
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private data [35, 36], as well as model inversion attacks,
which recover sensitive features from trained models,
including advanced generative variants leveraging GANs
[37].

3.2. Integrity

While confidentiality concerns the disclosure of
sensitive data, integrity threats target the correctness of
the FL process itself. Rather than extracting information,
attackers aim to manipulate the global model by injecting
malicious or corrupted updates. Participants that
intentionally or due to compromise submit such updates
are commonly referred to as Byzantine clients [38], and
their presence can significantly degrade model accuracy,
stability, and reliability.

Typical integrity attacks include model poisoning,
where gradients or parameters are maliciously modified
to disrupt convergence [18]; backdoor attacks, in which a
model behaves correctly on benign inputs but exhibits
adversarial behavior when specific trigger patterns are
present [14]; and Sybil attacks, where a single adversary
assumes multiple identities to gain disproportionate
influence over the aggregation process [39].

Compromised integrity may result in unpredictable or
malicious model behavior, posing severe risks in safety-
critical domains such as medical diagnosis, financial
decision-making, and fraud detection.

3.3. Availability

Availability threats in FL arise when the aggregation
process is manipulated by a compromised or malicious
central server. Unlike the honest-but-curious assumption,
such an aggregator actively deviates from the protocol by
modifying, omitting, or injecting updates, potentially
resulting in an incorrect or unstable global model [12].

Typical malicious behaviors include partial
aggregation through selective omission or replacement of
client updates, injection of fabricated (including
encrypted) updates, manipulation of aggregation weights
to bias training, replay of outdated updates, and
inconsistent distribution of global models across clients
[12, 15].

These attacks undermine training robustness and may
lead to model-level service failure, where the system is
unable to produce a reliable global model.

4. Privacy-preserving approaches in federated
learning

The identified vulnerabilities in FL indicate that data
decentralization alone is insufficient to ensure
confidentiality. Accordingly, the literature groups
privacy-preserving mechanisms into three primary
categories: differential privacy, secure multi-party
computation, and homomorphic encryption. The
following sections briefly review these approaches,
focusing on their security guarantees, computational and
communication overhead, and impact on model accuracy.

4.1. Differential privacy

Differential privacy (DP) is a statistical protection
mechanism that introduces random noise into model
gradients or parameters, ensuring that the presence of

individual training samples cannot be inferred with high
probability [40]. DP provides formal mathematical
privacy guarantees by bounding information leakage
from model outputs [41]. However, achieving strong
privacy requires substantial noise injection, which can
significantly degrade model accuracy, particularly for
small or heterogeneous datasets [42]. While DP is
computationally and communication efficient due to its
simplicity [42], the inherent trade-off between privacy
and model accuracy remains a key limitation.

4.2.Secure multi-party computation

Secure multi-party computation (SMPC) is a
cryptographic paradigm that enables multiple participants
to jointly compute a function without revealing their
private inputs [43]. In FL, this is commonly realized
through a distributed aggregation architecture in which
several cooperating servers ensure that no single entity
gains access to sensitive data [44]. SMPC offers strong
confidentiality =~ guarantees, even against active
adversaries; however, its practicality is limited by high
communication and computational overhead due to multi-
round interactions and increasing execution time with the
number of participants [45].

4.3.Homomorphic encryption

HE enables clients to encrypt local model updates
before transmission, allowing the central server to
perform aggregation directly over encrypted data without
decryption [46]. The result is decrypted only after
computation, providing strong confidentiality guarantees
comparable to SMPC but with a simpler, non-interactive
architecture.  However, HE incurs  substantial
computational and communication overhead due to the
complexity of cryptographic operations and the large size
of encrypted gradients, leading to increased latency and
network traffic [46]. Unlike differential privacy, HE
preserves model accuracy by avoiding noise injection, as
aggregation over encrypted data yields results equivalent
to those obtained from plaintext updates [42].

4.4.Comparative analysis of privacy
mechanisms
A comparative analysis of privacy-preserving

mechanisms in FL indicates that HE provides the
strongest confidentiality guarantees without
compromising model accuracy. While DP offers formal
mathematical guarantees, it inevitably degrades model
performance due to noise injection, particularly for small
or heterogeneous datasets. SMPC achieves strong
protection even against active adversaries but suffers
from  substantial communication overhead and
architectural complexity, limiting its scalability in large
deployments. In contrast, HE enables aggregation over
encrypted parameters without exposing sensitive
information to the server and integrates seamlessly into
existing FL architectures. Although computationally
expensive, HE preserves model accuracy and exhibits
better scalability in heterogeneous environments,
motivating its selection as the primary cryptographic
mechanism considered in this study.
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5. Homomorphic encryption

HE enables computations to be performed directly on
encrypted data without revealing the underlying plaintext.
This property, known as homomorphism, ensures that
specific operations on ciphertexts correspond to
equivalent operations on the original data. For ciphertexts
Enc(a) and Enc(b), operations @ and  are defined such
that:

Enc(a) @ Enc(b) = Enc(a + b) (1)
Enc(a) ® Enc(b) = Enc(a - b) (2)

In FL, this allows a central server to aggregate
encrypted client updates without accessing sensitive
information, while the aggregated result remains
encrypted and can be decrypted only by authorized key
holders.

Although the concept of homomorphic encryption
was introduced in 1978 [47], practical realisation became
feasible with the first fully homomorphic scheme
proposed by Gentry in 2009 [48]. Since then, HE
schemes have evolved significantly, achieving improved
efficiency and broader applicability, particularly in FL
scenarios where secure processing of sensitive data is
required.

5.1. Types of homomorphic encryption

HE schemes can be classified based on the set of
supported operations. Partially homomorphic encryption
(PHE) supports a single operation with unlimited
frequency [49]. Representative examples include Paillier,
which enables homomorphic addition [50], and RSA or
ElGamal, which support homomorphic multiplication
[51, 52]. In FL, additive PHE is often sufficient, as the
server primarily performs gradient aggregation, after
which clients decrypt the aggregated result and compute
averages according to the FedAvg algorithm [8].

Leveled HE (LHE) support an arbitrary number of
additions and a predefined number of multiplications.
These schemes require parameter selection that bounds
the computational depth of arithmetic circuits. Notable
examples include BFV [53] and BGV [54], which are
based on the Ring Learning With Errors problem
(RLWE) [55] and offer greater computational
expressiveness than PHE while remaining more efficient
than fully homomorphic schemes.

Fully homomorphic encryption (FHE) supports
unrestricted sequences of addition and multiplication on
encrypted data, enabling the evaluation of arbitrary
functions without decryption. The first FHE construction
was introduced by Gentry in 2009 [48]. Modern schemes
are optimized for different workloads, such as CKKS for
approximate arithmetic commonly used in machine
learning [56] and TFHE for efficient Boolean operations
[57]. Despite their expressiveness, FHE schemes incur
substantial computational overhead, limiting their
practicality in large-scale or resource-constrained
environments.

5.2. Ciphertext noise and bootstrapping

Modern FHE schemes are based on the RLWE
problem [55], where security relies on the introduction of
controlled noise. Each ciphertext includes a random noise

component that ensures semantic security, producing
different ciphertexts for repeated encryptions of the same
message. During homomorphic computation, this noise
accumulates—linearly under addition and exponentially
under multiplication [48] — thereby imposing a scheme-
specific noise threshold that limits computational depth.
Exceeding this threshold results in incorrect decryption.

Bootstrapping, introduced by Gentry [48], refreshes
ciphertexts by homomorphically evaluating the
decryption function, effectively reducing accumulated
noise and enabling further computation. However,
bootstrapping is computationally expensive and often
constitutes the primary performance bottleneck in FHE
systems. Consequently, many practical implementations
restrict circuit depth and operate in LHE modes to
balance correctness and efficiency [43].

5.3.Homomorphic
techniques

The primary challenge in applying HE to FL lies in its
high computational and communication overhead. To
address these limitations, the literature identifies three
main optimization directions — algorithmic, hardware,
and hybrid, whose adoption is essential for making HE
practical in real-world deployments [58].

Algorithmic  optimizations focus on reducing
computation and communication costs across FL phases.
Techniques such as quantization compress high-precision
gradients to reduce data transmission [41], while methods
like BatchCrypt combine quantization with efficient
encoding [59]. Packing and batching techniques,
including Chinese Remainder Theorem (CRT) and
polynomial packing [60], enable multiple gradients to be
processed within a single ciphertext, and SIMD-style
optimizations in schemes such as CKKS allow parallel
computation.

Hardware optimizations accelerate computationally
intensive HE operations, such as modular arithmetic.
FPGA- and GPU-based solutions exploit parallelism to
improve performance, while CPU-level optimizations
using libraries such as Intel HEXL leverage SIMD
instructions to enhance efficiency even without
specialized hardware [61].

Hybrid approaches combine HE with complementary
mechanisms such as DP or secret sharing (SS) to balance
security, efficiency, and accuracy. HE-DP schemes
reduce cryptographic parameter sizes by leveraging noise
for additional protection [62], while HE-SS combinations
improve resistance to collusion in scenarios where pure
FHE is impractical [63].

encryption  optimization

5.4. Key management

Cryptographic key management is a critical
component in integrating HE into FL, as it directly affects
both confidentiality and system interoperability [42].
Since homomorphic operations require ciphertexts to be
encrypted under the same key, careful selection of the
key management model is essential.

The shared-key approach employs a common public
key for encryption and a shared private key for
decryption across all clients [64]. This model ensures full
ciphertext interoperability and enables straightforward
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homomorphic aggregation without additional protocols
[18]. However, it introduces a single point of failure:
compromise of the shared secret key — through leakage or
collusion — results in complete disclosure of all client
updates [65]. Moreover, client possession of the private
key increases the risk of unauthorized decryption by
malicious participants [22], limiting this approach to
highly trusted environments.

Threshold cryptography distributes the secret key into
multiple shares using schemes such as Shamir Secret
Sharing [31, 66], requiring a predefined threshold of
participants to cooperatively decrypt the aggregated result
[22]. This eliminates single points of compromise and
improves resistance to collusion, as neither individual
clients nor the server possesses the full key [15, 25]. The
main limitation lies in increased computational and
communication overhead, since threshold decryption
requires multi-party coordination at each iteration,
reducing scalability in large or loT-heavy federated
settings [22].

The multi-key (client-specific key) approach assigns
each client an independent key pair, thereby avoiding
shared secrets and significantly  strengthening
confidentiality [67]. To enable aggregation, ciphertexts
encrypted under different keys are converted into a
common key domain via key switching without
decryption, using client-generated switching keys [68].
The aggregated ciphertext typically requires coordinated
decryption involving multiple private keys, enhancing
resistance to collusion [69]. Some implementations
further employ proxy re-encryption to facilitate key
transformation by a trusted intermediary without
exposing plaintexts [70]. While offering strong security,
this approach incurs additional cryptographic complexity
and communication overhead.

6. Discussion

This narrative survey shows that while FL mitigates
risks associated with centralized data collection, it does
not inherently guarantee confidentiality, integrity, or
availability. Achieving secure federated learning requires
additional  protection mechanisms that introduce
unavoidable trade-offs between privacy strength,
computational overhead, and scalability. Differential
privacy, secure  multi-party  computation, and
homomorphic encryption each address different aspects
of this trade-off, indicating that security in federated
learning must be treated as a system-level design
challenge rather than a purely cryptographic problem.

Furthermore, the suitability of privacy-preserving
mechanisms is strongly influenced by the underlying
federated learning architecture. Resource-constrained
cross-device environments limit the applicability of
computationally intensive schemes, whereas cross-silo
and hierarchical settings are better aligned with
homomorphic encryption and advanced key management
strategies. At the same time, most existing approaches
primarily protect confidentiality, while integrity and
availability threats remain insufficiently addressed. The
diversity of assumptions, architectures, and evaluation
criteria across literature complicates direct comparison,
motivating the need for a systematic, PRISMA-based

analysis of homomorphic encryption
presented in the second part of this study.

approaches,

7. Conclusion

This survey examined the security challenges of
federated learning from a system and threat-oriented
perspective, with emphasis on confidentiality, integrity,
and availability. By analyzing federated learning
architectures, threat models, and privacy-preserving
mechanisms, the study highlighted the limitations of data
decentralization alone and the necessity of additional
cryptographic protection. A comparative discussion of
differential privacy, secure multi-party computation, and
homomorphic encryption showed that homomorphic
encryption offers a compelling balance between strong
confidentiality and preservation of model accuracy,
despite its computational cost. These findings establish a
conceptual foundation for the systematic review
presented in Part Il, which applies the PRISMA
methodology to comprehensively analyze homomorphic
encryption—based federated learning solutions and
identify open research challenges.
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Abstract The development of human-computer interaction for wearables is driven
by two major factors. Firstly, there has been a proliferation of screenless Al
assistants. Secondly, there have been heightened privacy concerns regarding
"always-listening" models. A theoretical framework is proposed for manual
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activation to ensure voice-based communication is initiated only through deliberate
intent. A rectangular device with opposite-side touch interfaces is utilised to facilitate
eyes-free command execution. The two-finger "grasp" algorithm has been developed
to ensure reliable activation and navigation, including volume control, playback
rollback, and deactivation. User privacy and energy efficiency are prioritised, whilst
the necessity for visual confirmation is eliminated and unauthorised data collection

is mitigated.

Keywords: Wearable, Screenless Interface, Al Assistant, Two-finger Touch,

Privacy.

1. Introduction

In recent years, the proliferation of wearable devices
has precipitated their entry into the mainstream market,
thereby constituting a substantial segment of the global
technology economy [1]. The global wearable technology
market was valued at approximately USD 55.5 billion in
2022 [1]. Projections indicate that this figure will reach
USD 142.4 billion by 2030. These systems currently
possess greater computational power, memory and
communication capabilities than average personal
computers did two decades ago [2]. Notwithstanding this
continuous technical refinement, user-device interaction
techniques remain largely analogous to those observed in
classic electronic watches or smartphones. However, as
devices become smaller to remain socially acceptable and
unobtrusive, they encounter the ‘fat finger' problem,
whereby the user's own finger inevitably obscures the
visual interface or small target icons during interaction [3].

The physical form of wrist-worn devices imposes
limitations on the number of mechanical input devices
with which they can be equipped, and their diminutive
screen size imposes further restrictions on the amount of
textual and graphical information they can display [4].
Alphanumeric user interfaces utilising typed commands
are deemed unsuitable for this domain, owing to the lack
of available space on the device to implement a standard
keyboard. The advent of voice-centric Al assistants has
precipitated an escalating adoption of screenless designs
within the industry [2, 5]. Nevertheless, this transition has
given rise to substantial concerns regarding user privacy,

@ © The Author(s). Published by CIEES
Association Press. This work is licensed
under a Creative Commons Attribution-NonCommercial-
NoDerivs 4.0 Generic License.

as 'always-listening' microphones are generally necessary
for voice activation. It has been posited that intuitive,
trustworthy Al-human interfaces must strike a balance
between efficiency and transparency in order to mitigate
user anxiety regarding unauthorised data collection [6].
The defining characteristic of traditional wearables is
their rigidity, which often results in an inability to establish
reliable, conforming contact with the human body's curved
surfaces [1]. Contemporary research in this field is focused
on the development of thinner, smaller and more
unobtrusive devices [1]. The reduced screen size of wrist-
worn devices renders graphical user interfaces (GUISs)
dependent on cursor manipulation unsuitable, as these
require significant visual attention, which can pose a
problem in mobile settings where the user must be aware
of their surroundings [4]. It is therefore proposed that a
rectangular form factor with dual-sided touch sensors be
utilised to enable eyes-free intentional command execution
and improved privacy. The activation of the system
necessitates a deliberate manual action, thereby preserving
battery life while the system remains in power-saving
mode [7]. Moreover, high-power modules, such as
hardware accelerators for neural network inference, can
remain dormant until user intent is confirmed physically
[8].
2. Related Work

Researchers have extensively explored surfaces
beyond the display for human-computer interaction (HCI)
to mitigate line-of-sight obstruction on small displays [5,
9]. The interaction between the perpendicular edges of a
device has been evaluated to ensure that the user's fingers
and the screen remain clearly visible during targeting
operations [9]. It is evident that major vendors have
implemented mechanical solutions, including rotating
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bezels and digital crowns, in order to address the issue of
'fat fingers' [2]. However, these solutions typically
necessitate a conventional button press for initial
activation, thus failing to address the requirement for an
instant, gesture-based wake-up [7].

Research into alternative sensing areas has expanded
the input expressivity of smartwatches. These include
pressure-sensitive multi-touch interaction on a wristband
(BandSense), which provides a more expansive interaction
area with reduced occlusion [10]. Interacting with the back
of the device (nanoTouch) has been proposed as a method
of eliminating interference between the fingers and the
screen. This method of visual feedback is intended to
inform the user of their finger position via an on-screen
pointer or pseudo-transparency [5]. A number of studies
have explored the potential of utilising side-pressure
sensors (PressTact) to facilitate bi-directional navigation,
including functions such as zooming and scrolling, by
employing varying levels of force [11].

As indicated in the preceding research carried out at the
Technical University of Varna, a substantial foundation
has been laid concerning the effectiveness of bezel-based
interaction. Research has demonstrated that fundamental
interface operations can be identified through the
utilisation of a two-finger touch on the device bezel [12].
Initial studies employed a 3D-printed smartwatch model,
measuring 44 mm in diameter, which was equipped with
capacitive sensors connected to an Arduino Mega 2560
and an MPR121 extension board [12]. It was determined
that during a manual "grasp," sufficient non-touched space
(specifically two or more sensors) exists between the
thumb and index finger to unambiguously detect a
deliberate action in 100% of user attempts [7]. This finding
is critical for distinguishing intentional activation from
accidental contact with clothing or skin [7].

Subsequent development of this paradigm resulted in
the creation of a "Novel" interface, which was compared
to a "Standard" model featuring side push buttons [13].
The Novel interface incorporated a 46 mm 3D-printed
chassis, with the bezel itself serving as the primary input
surface [12]. Research findings demonstrated that
scrolling actions for menu navigation could be recognised
with a high degree of stability, requiring a minimum of two
sensor transitions per gesture attempt [12]. In comparative
studies, it was found that the Novel touch interface
outperformed the Standard button-based model in terms of
operation speed. Specifically, execution times for complex
command sequences were found to be 9.56% faster when
using the touch-based approach [13].

The feasibility of eyes-free command execution, such
as "Up", "Down", "Enter" and "Back", was confirmed
through the development of specialised Arduino software
that processed simultaneous inputs from multiple sensors
to distinguish between a static "support" finger and an
"active" moving finger [12, 13]. It was observed that while
the Novel interface initially exhibited a higher error rate
due to user familiarity with traditional buttons, the
performance benefit increased as the set of commands
became longer and more complex [13]. Furthermore,
research into user pose recognition has indicated that the
symmetrical results of touch zones allow for the
determination of the user's physical state [standing, sitting,

and lying] based on the probability of specific sensors
being activated [14]. A range of techniques, including
tilting operations, have been examined with a view to
expanding input vocabularies. The results of this research
demonstrate that, in general, greater accuracy is achieved
through the inclination of the arm (x-axis) than through the
rotation of the wrist (y-axis) [15]. However, these sensors
frequently necessitate the user to strike specific angular
targets, which can be obscured by the finger depending on
the quadrant of the watch face [16]. The present study
extends these findings by adapting the dual-touch model to
a screenless rectangular chassis designed specifically for
intentional Al assistant control and eyes-free parameter
adjustment.

3. Materials and Methods

3.1. Hardware Architecture

The experimental prototype was driven by an Arduino
Mega 2560 microcontroller [12]. The capacitive sensing
process was facilitated by an MPR121 extension board,
which featured 12 sensing ports, as demonstrated on Fig 1.
The device body was manufactured using 3D printing with
white PETG material, chosen to mimic the aesthetics of
commercial wearables [7]. The sensors were constructed
from steel elements with rounded ends, thus ensuring a
smooth tactile surface across the opposite sides of the
rectangular frame [12]. The maintenance of data integrity
was ensured through the implementation of e-shielded
cabling, a measure employed to mitigate electromagnetic
interference emanating from the user's body [13].

Fig. 1. Internal view of the rectangular prototype showing the
MPR121 board and internal wiring.

3.2.Software Development

Specialised software was developed for the Arduino
platform to facilitate the experiments [12]. The software
was developed utilising the Arduino programming
language (C-based) to detect the initiation (contact) and
cessation (release) of each capacitive sensor independently
[12]. The algorithm was designed to process simultaneous
inputs from multiple sensors to distinguish between a static
"support" finger and an "active" moving finger [12]. The
real-time data output was facilitated by the Arduino IDE
Serial Monitor and subsequently transferred to MS Excel
for processing [12].
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3.3.Activation and Command Execution Logic

The intentional activation of the device was achieved
through the detection of a simultaneous two-finger touch
on opposite longitudinal sides. The interface was
programmed to transition from idle mode only when a
specific temporal threshold of contact was maintained and
a minimum non-touched space was recorded [7].
Following activation, the subsequent command set was
implemented for the purpose of eyes-free management of
the Al assistant [12]:

« UP/DOWN (Navigation): A sliding motion along the
side sensors while the thumb remained static.

* VOLUME (Increase/Decrease): Sliding motion
utilised during active audio playback.

» STOP (Cancel/Mute): A double-tap on the index
finger side.

* ROLLBACK (Replay last 10 seconds): A specific
reverse sliding gesture.

* DEACTIVATION: Immediate return to a low-power
"sleep" state upon the release of the thumb contact.

The obtained results are shown in Table 1.

Table 1. Experimental Study Results

User Activation UP STOP De-Activ.
1lapel  Successful Successful Successful Successful
2 lapel  Successful Successful Successful Successful
3lapel  Successful Successful Successful Successful
4 lapel  Successful Successful  Successful ~ Successful
5lapel  Successful Successful Successful Successful
1 belt Successful  Successful  Successful ~ Successful
2 belt Successful  Successful ~ Successful — Successful
3 belt Successful  Successful ~ Successful — Successful
4 belt Successful  Successful ~ Successful — Successful
5 belt Successful  Successful ~ Successful  Successful

4. Experimental Study

The study was conducted with a group of 5 volunteers
in standard office conditions. Participants were required to
"grasp" the rectangular device, attached to the lapel, to
activate the interface, followed by the execution of pre-
defined command sequences without looking at the device
as demonstrated on Fig 2.

Fig. 2. A participant's hand performing the dual-side "grasp" on
the rectangular prototype on lapel.

The experiment was repeated when the device was
attached to the participants' belts. The software recorded
the precise sensor identifiers that were triggered, in
addition to the duration of each recorded gesture [12]. This
facilitated the analysis of performance parameters [13].

5. Results

5.1.Reliability of Activation

The experimental trials that were conducted to
investigate this issue conclusively demonstrated that a
simultaneous two-finger touch on opposite sides of the
rectangular body is unambiguously detectable in 100% of
user attempts. The same applies to deactivating the
interface by lifting your fingers from the interface areas of
the wearable device.

5.2. Feasibility of Command Execution

The feasibility of implementing eyes-free commands
for an Al assistant was demonstrated through the
recognition of specific tactile gestures. It was established
that scrolling actions for navigation or parameter
adjustment could be recognised with a high degree of
stability, as a minimum of two sensor transitions were
recorded in every attempt at a gesture. The execution of
discrete commands was confirmed via tap and double-tap
gestures. These gestures were processed independently for
the active finger. The execution of these commands
included increasing volume and stopping communication,
increasing volume, and performing a 10-second playback
rollback. Finally, the reliability of deactivating the
interface was verified, with the system returning to a low-
power sleep state immediately upon the release of the
thumb contact.

6. Discussion

The transition towards screenless Al wearables
necessitates an interface architecture that does not rely on
visual confirmation. The findings of this study suggest that
the rectangular form factor, which incorporates touch-
sensitive zones on opposite longitudinal sides, offers
natural tactile landmarks that facilitate effective guidance
of user interaction. This architecture addresses the "fat
finger" problem by moving the interaction surface away
from the visual output, thereby preventing content
occlusion [12, 13]. The transfer of interface complexity
from the screen to the physical body of the device has been
demonstrated to result in a concomitant reduction in
cognitive load during interaction.

Moreover, the implementation of a manual, intentional
activation method provides a critical solution to
contemporary user privacy concerns. The device has been
designed in such a way that it can only be activated by a
deliberate two-finger grasp, thus ensuring that voice-
recognition modules cannot be triggered inadvertently in
private or sensitive environments [6]. In principle, this
"physical handshake" guarantees that data collection is
confined to periods of active user intent, thereby fostering
greater user trust in Al systems. Energy efficiency has also
been significantly improved; high-power computational
modules, such as Al inference accelerators, remain in a
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dormant state until the tactile sensors confirm a legitimate
grip [7, 8].

The hypothesis that the rectangular chassis is superior
to the circular model is evidenced by the clear orientation
it provides for spatial memory. Whilst circular bezels
permit radial input, the distinct edges of a rectangle
function as precise anchor points for the thumb and
fingers, thereby enabling high-precision sliding gestures
without visual feedback [4, 9]. This tactile guidance
enables expert users to execute shortcuts and navigate
hierarchical structures with minimal distraction [4].
Although users familiar with traditional button-based
interfaces may initially experience a period of adjustment,
the theoretical advantage of a continuous touch surface for
complex command execution — such as scrolling through
vast audio libraries or fine-tuning volume — is substantial
[13]. The design has been developed to address the spatial
and temporal aspects of the occlusion problem. It has been
determined that smaller devices and larger fingers
inevitably worsen content occlusion unless the interaction
point is offset to the device perimeter [5].

7. Conclusion

A robust method for the intentional manual activation
and command execution of screenless wearables has been
presented. Through the development of a rectangular
prototype, it has been demonstrated that a two-finger grip
is a 100% reliable mechanism for waking a device from its
idle state while simultaneously providing a secure,
privacy-preserving trigger for Al assistants. The execution
of commands such as navigation, volume adjustment, and
playback rollback without the use of eyes was verified as
both technically feasible and efficient.

The broader implications of wearable human-computer
interaction (HCI) involve shifting the focus away from
visual displays towards tactile and ergonomic ones. The
reliability of the proposed dual-side touch interface
suggests that it could serve as a primary input modality for
future generations of unobtrusive Al assistants. Such
systems would facilitate the maintenance of situational
awareness by users, whilst concurrently enabling the
execution of complex digital tasks through the utilisation
of elementary manual gestures. This finding is consistent
with the necessity for intuitive and trustworthy Al-human
interfaces that enhance human lives through thoughtful
design.

The findings indicate that the rectangular form factor is
particularly well-suited for eyes-free control, as the
physical edges provide consistent landmarks for spatial
mapping.  Subsequent research endeavours  will
concentrate on the incorporation of sophisticated machine
learning (ML) algorithms with the objective of adapting
the interface to the distinct "grasp™ patterns exhibited by
individual users. This integration has the potential to
enhance sensitivity and reduce latency.

Furthermore, the incorporation of pressure-sensitive
sensors could lead to a significant augmentation in the
input vocabulary, thereby enabling the device to
differentiate between varying force levels for multi-
dimensional parameter control.
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